
UNIVERSITÀ DEGLI STUDI DI NAPOLI
“FEDERICO II”

Scuola Politecnica e delle Scienze di Base

Area Didattica di Scienze Matematiche Fisiche e Naturali

Dipartimento di Fisica “Ettore Pancini”

Laurea Magistrale in Data Science

Interpretabilità delle reti neurali profonde per la visione
artificiale e sue ripercussioni etiche nell’apprendimento

automatico
Interpretability of deep neural networks for computer
vision and its ethical ramifications in machine learning

Relatori:
Roberta Siciliano

Candidato:
Francesco Di Cicco

Matr. P37000008

Anno Accademico 2020/2021



Table of Contents

INTRODUCTION i

1 INTERPRETING AND UNDERSTANDING DEEP NEURAL NETWORKS 1
1.1 Layer-wise relevance propagation (LRP) . . . . . . . . . . . . . . . . . 2
1.2 Methods for the evaluation of the explainability . . . . . . . . . . . . . 7
1.3 LRP application with a Convolutional Neural Network (CNN) . . . . . 8

1.3.1 Convolutional Neural Network . . . . . . . . . . . . . . . . . . 9
1.3.2 Explainability of the Convolutional Neural Network . . . . . . . 11

2 EXPLAINABILITY OF GRAPH CONVOLUTIONAL NEURAL NET-
WORKS 20
2.1 Analysis of the explainability methods for GCNNs . . . . . . . . . . . 22

2.1.1 Contrastive gradient-based saliency maps . . . . . . . . . . . . 23
2.1.2 Class Activation Mapping . . . . . . . . . . . . . . . . . . . . 23
2.1.3 Excitation Backpropagation . . . . . . . . . . . . . . . . . . . 25
2.1.4 Extension to GCNNs . . . . . . . . . . . . . . . . . . . . . . . 28

3 ETHICS OF INTERPRETABILITY 31
3.1 The role of interpretability in real-world ML applications . . . . . . . . 31

3.1.1 The COMPAS case as an example of ML discrimination . . . . 32
3.1.2 A philosophical point of view . . . . . . . . . . . . . . . . . . 35

Conclusions 37

1



INTRODUCTION

Machine learning methods are widely used in both commercial applications and academia
in order to make inferences in a wide range of areas. Extracting information from data
in order to make accurate predictions is the predominant goal in many such applica-
tions, although it could come at the cost of the explainability of the applied model. A
focus in the design of a model should be placed on implementing tools that assist the
understanding of: output results with respect to the parameters of the model and to
their consistency to the domain knowledge; choice of the hyperparameters and their in-
terpretation with respect to the domain of the application. In some domains more than
others the importance of choosing the correct features is especially important, such as in
medicine or economics, where decisions are made on the assumption that the predicted
results are obtained from a proper representation of the problem at hand. In such fields
there is a strong reliance on the interpretability of the model given the higher interest
in knowing ‘Why?’ and further identifying those parameters that caused the model to
make such predictions.

The three core elements in the context of explainable machine learning are: trans-
parency, interpretability and explainability. In the light of the highlighted goals of this
study, we define the interpretability as the translation of abstract concepts into a human
understandable domain (e.g. images or texts); the explainability is defined as the recog-
nition of the set of features of the interpretable domain that contributed to produce the
output results; the transparency is the set of actions taken in order to make the algorithm
clear and easily reproducible. These elements are going to be used in order to evaluate
some of the machine learning models used in literature. A particular focus will be given
to graph convolutional neural networks since they are relatively new and less explored
in literature in regard to their explainability. The analysis of the applied methods should
focus on the explainability of the results and interpretability of the process related to the
domain of computer vision, not only with respect to the graph neural networks, but tak-
ing into consideration deep learning methods regarding image classification and object
detection in general.

In the first chapter the focus is on reviewing some existing methods to interpret
and understand deep neural networks output results in computer vision. For further
understanding of their characteristics, a python implementation of these methods will be
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INTRODUCTION ii

developed with respect to a computer vision task. In the second chapter, the extension of
some of the methods analyzed in the first chapter is going to be studied in order for these
methods to work for Graph Convolutional Neural Networks (GCNNs). In the third and
last chapter, the ethics and philosophy behind interpretability are going to be discussed
in order to open once more a discussion regarding the founding elements of the field
of deep neural networks interpretability and its applications. In particular, there is an
open dispute regarding the meaning of ‘interpretability’. The definition that is going
to be used for the following sections is not the only existing definition neither the one
that takes into account all the aspects of related to models interpretability, but it is good
enough to outline some good practices in order for a model to be understandable.



Chapter 1

INTERPRETING AND
UNDERSTANDING DEEP NEURAL
NETWORKS

Through time deep neural networks have proved to be a tool capable of providing in-
credibly good results in terms of predictive accuracy with respect to a wide range of
applications. In the field of computer vision there are many examples of extraordinary
results: image classification and object detection are two commonly known applications
where deep neural networks were applied successfully. Some examples are the classifi-
cation of 1.2 million high-resolution images in the ImageNet LSVRC-2010 contest into
the 1000 different classes (Krizhevsky et al., 2017); Detectron2, a library that provides
state-of-the-art detection and segmentation algorithms (Wu et al., 2019); LayoutLM,
the first model that allows to jointly learn text and layout of a document in a single
framework for document-level pre-training (Xu et al., 2020).

In light of these successful applications, it is of extreme importance to understand
if results of this caliber are obtained by correctly representing the problem of the given
task, or through the exploitation of artifacts present in the data. Interpreting and un-
derstanding these complex models is crucial in order to achieve an even more robust
validation of their results, as well as more insights and discoveries with regards to the
real problem faced in the applied research case study.

This is particularly important for those applications where there is a strong reliance
on the predictive results of the model to be representative of the correct features, such
as medicine and economy where decisions are made on the basis of those features.

When in doubt about the choice of a model rather than another, it is common to
make use of the well-known Occam’s razor (Blumer et al., 1987), deciding to apply
the simplest model since it is considered to be the most interpretable. With the use of
methods to introduce or improve the interpretability, even complex models such as deep
neural networks can become interpretable to the point that, all other factors considered
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CHAPTER 1. INTERPRETING AND UNDERSTANDING DEEP NEURAL NETWORKS2

such as time complexity, it will not be necessary to choose between models in terms of
their interpretability. Therefore, these methods could help to reduce the gap given by
the different interpretability of the models and make complex models more feasible in
that regard.

There are several well-established methods in literature for the interpretation of com-
plex models, but one of the most important and used is Layer-wise relevance propaga-
tion (LRP). This section is going to be focused on the analysis of the LRP with respect
to its pros and cons, with the help of a simple implementation.

1.1 Layer-wise relevance propagation (LRP)
The LRP is a backward propagation technique, that is a method that makes use of the
structure of the deep neural network in the same way the backpropagation technique is
used to update the parameters of the network. Starting from the output layer, it traverses
the layers of the network graph structure until it reaches the input layer. From layer to
layer it maps the prediction from the output iteratively to lower layers, while preserving
the relevance from layer to layer.

An example of the process is shown in figure 1.1 with a fully connected deep neural
network with three hidden layers, that is the number of layers in between the input and
the output layers where artificial neurons take in a set of weighted inputs and produce an
output through an activation function. After having performed a standard forward pass
and collected the activations at each layer, the score at the output layer is backpropagated
using a set of rules provided later in the section. If we consider a generic kth layer, the
relevance, which is a function f applied to the values xk, is redistributed to the lower
layer j. The relevance is not uniformly distributed allowing some neurons of the lower
layer to have a higher relevance than the other neurons of the same layer. In figure
1.1 the redistribution is shown through the use of different tones of red and different
levels of thickness of the arrows connecting the neurons of the layers. The darkest is
the red and thicker is the arrow, the greater is the relevance that is being distributed
to the neuron of the lower layer. Once the input is reached, this technique allows to
identify the features that were the most influential with respect to that output. In the
case of a computer vision application, such as image classification, this translates into
the possibility to observe which pixels were decisive to classify an object of interest.

More formally, the conservation property of the relevance between the neurons of
two successive layers j and k with ji and ki generic neurons respectively of layers j and
k. Let Rki be the relevance of neuron ki and Rji the relevance of neuron ji with respect
to the prediction f(x) with x being the input to the network. The share of relevance
Rki of neuron ki that is redistributed to neuron ji is commonly defined Rji←−ki , as in
(Montavon, Samek, et al., 2018). This property implies that the sum of the relevance
shared from neuron ki to neuron ji must be equal to the relevance at neuron ki. This
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Figure 1.1: Backpropagation and redistribution of relevance from the output layer to the
input layer

means that the equality ∑
ji

Rji←−ki = Rk

is always verified. Likewise, the relevance at layer j is equal to the sum of the shared
relevance from the higher layer k, that is∑

ki

Rji←−ki = Rj

These two equations ensure that the conservation property is verified also between
layers. The conservation of the relevance redistribution also holds globally, so that it is
possible, given m layers, to explicit the following chain of equalities

m∑
i=1

Ri = · · · =
∑
ji

Rji =
∑
ki

Rki = · · · = f(x)

with x the input data of the network and f(x) the resulting output.
The conservation property outlined thus far needs to be implemented following a

specific set of propagation rules. Continuing the previous example, where j and k are
two successive layers, we describe the neurons of the network as follows

ak = σ(bk +
∑
j

ajwjk)

with ak the neuron activation, aj the activation from the previous layer, wjk the
weight parameter of the neuron, bk the bias parameter of the neuron and σ is the acti-
vation function, a positive and monotonically increasing function, applied to the results
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from the previous layers. One propagation rule for the LRP is the αβ − rule and is
describe by the following formula

Rj =
∑
k

(
α

ajw
+
jk∑

j ajw
+
jk

− β
ajw

−
jk∑

j ajw
−
jk

)
Rk. (1.1)

The + and − denote respectively the positive and negative effect that each term of
the shared relevance Rji←−ki has on the neurons of the lower layer by redistributing
the relevance. The parameters α and β can be chosen subject to the constraint that
α − β = 1 and β ≥ 0. A small amount ε can be added to the denominator in order to
avoid divisions by zero. We can rewrite equation 1.1 as follows by multiplying to each
term the relevance Rk

Rj =
∑
k

αRk

ajw
+
jk∑

j ajw
+
jk

−
∑
k

βRk

ajw
−
jk∑

j ajw
−
jk

(1.2)

where αRk is the relevance redistributed to the lower-layer neurons in proportion to
their excitatory effect on ak, while−βRk is the relevance redistributed to the lower-layer
neurons in proportion to their inhibitory effect on ak. Changes in α and β influence the
explanation. The higher is α, the more positive relevance is back propagated to previous
layers; the higher is β, the more negative relevance is back propagated to previous layers
(an example is show in section 1.3). For convention, the LRP at arbitrary values of α = 1
and β = 1 is denoted by LRPα1β1.

Variations of the LRP were proposed, as shown in (Montavon, Binder, et al., 2019)
and are practically shown in section 1.3. These variations consist in attributing different
weights to the positive and negative effects of the back propagated relevance in order to
give more importance to an effect instead of the other. This is particularly useful, for
instance, when there is an imbalance of positive and negative values in the data.

In particular, these variations of LRP are thought with respect to deep neural net-
works with Rectified Linear Unit (ReLU), since these are the most used nowadays.
Deep neural networks that make use of the ReLU activation function are composed of
neurons that can be described by the following equation

ak = max

(
0,
∑
0,j

ajwjk

)
(1.3)

where the sum
∑

0,j goes over all the lower layers as previously illustrated.
Three other LRP rules are derived for these type of networks. The first one is the

Basic Rule also noted as LRP-0. The LRP-0 equation for the relevance at layer j is as
follows
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Rj =
∑
k

ajwjk∑
0,j ajwjk

Rk (1.4)

This rule redistributes the relevance in proportion to the contributions of each input
to the neuron activation while traversing the layers backward (see 1.3). From 1.4 it is
easy to notice that if aj = 0 or wj = 0, then also Rj = 0. This property is useful in
case of zero weight, deactivation or absence of connection. The problem with the LRP-
0 rule is that, when applied uniformly to the whole deep neural network, the resulting
explanation is similar to the one that it could be obtained by simply multiplying the
gradients to the input features. In fact, if we consider as above to have a deep ReLU
neural network so that the neurons would be described by expanding on equation 1.3 as
follows

ak = max

(
0,
∑
j

ajwjk + bk

)
with bk ≤ 0 (1.5)

the application of the LRP-0 rule can be seen as a deep Taylor decomposition of
the relevance at layer k on to the lower layer j. Deep Taylor decomposition consists
on applying a Taylor decomposition from the top layer down to the lowest layer, that is
from the output layer to the input layer of a given deep neural network. The underlying
assumptions for this application are that the relevance at every layers is obtained by
computing the product of the corresponding neuron activations and positive constant
terms. It is therefore required to consider only the excitatory effect redistribute by the
relevance at layer k + 1 to the lower layers. It then is necessary that the same structure
to compute the relevance is preserved in lower layers in order for the relevance to be
back propagated to the input layer.

Given these assumptions, we can assume that the relevance at layer k is obtained by
the product of the neuron activations at layer k and a constant positive term c. Therefore
we assume that the relevance at layer k is equal to

Rk = akck (1.6)

Then the terms in 1.5 are going to be w′jk = wjkck and b′k = bkck. The relevance at
layer k would then be as follows

Rk = max

(
0,
∑
j

ajw
′
jk + b′k

)
(1.7)
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Now we perform a Taylor decomposition on the relevance Rk in 1.7. Given j lower
layers the Taylor decomposition at the root point of the neuron activations ãj and the
fact that the relevance neuron is linear on its activated domain, one can always take a
root point at the limit of zero activation. Therefore, the Taylor decomposition of Rk is
as follows

Rk =
∑
j

∂jRk

∂ajj

∣∣∣∣∣
ãj

· (aj − ãj) (1.8)

Equation 1.8 consists in back propagating the relevance from layer k to the layer j.
Summing over the relevance Rj←k, which is the relevance redistributed from layer k to
layer j, we obtain the LRP-0 rule of equation 1.4. At this point it is possible to observe
that the relevance at layer j preserves the same structure of the previous layer so that
it is possible to write this relevance as the product Rj = ajcj , where aj is the neuron
activation and cj is as follows

cj =
∑
k

w+
jk∑

j ajw
+
jk

Rk (1.9)

which is an approximately constant and positive term. Therefore the process can
be repeated to the j lower layers down to the input layer by performing a deep Taylor
decomposition. This shows that the LRP-0 rule uniformly applied to a deep neural
network consists of multiplying at each step Gradient × Input. This leads to noisier
explanations and less sparse input features.

An improvement on the LRP-0 rule is given by the LRP-ε rule which consists on
adding to the denominator of equation 1.4 a small positive term ε. Therefore, the LRP-ε
rule is as follows

Rj =
∑
k

ajwjk
ε+

∑
0,j ajwjk

Rk (1.10)

The small positive value ε at the denominator allows to reduce the relevance effect
when the contributions at the activation of the neurons at layer k are weak. The greater
the term ε, the less the number of factors pass through, leading to less noisy explanations
and sparser input features. Furthermore, since the rule relies on the gradient, it suffers
from the problem of shattered gradients that occurs in deep ReLU neural networks.

The last variation of the LRP backpropagation technique consists on another im-
provement with respect to the LRP-ε and the LRP-0 rules. The Gamma rule or LRP-γ,
introduces the parameter γ to equation 1.4 in order to give more importance to positive
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contributions rather than negative contributions. This rule is described by the following
equation

Rj =
∑
k

aj ·
(
wjk + γw+

jk

)∑
0,j aj ·

(
wjk + γw+

jk

)Rk (1.11)

The γ parameter works in a similar fashion to the α and β parameters of the LRPαβ
rule. It allows to treat positive and negative effects asymmetrically by changing the
value of the parameter γ. The higher γ is the less negative contributions are back prop-
agated. The asymmetrical treatment of the two effects helps to achieve better explana-
tions since it limits how the positive and negative relevance can grow through the layers
during the back propagation phase.

1.2 Methods for the evaluation of the explainability
Before delving into an application of the LRP and its variations, an understanding on
how to evaluate the explanation obtained by the method is needed in order to have a
comprehensive view of the results obtained in the following sections.

An easy, but not quantitative, metric to evaluate the goodness of the resulting ex-
planation is to look at the heatmaps of the relevance computed at the input layer. In
this way it would be possibile to identify the features that contribute to the explanation
of the results given by the deep neural network, but also the ones that negatively affect
them. This can be done in those tasks where it is possible to easily understand from
these features why the explanation is good or if there is a domain expert that can help
interpret the results. More in general, it is better to rely on an abstractive quantitative
metric that takes into consideration what are the characteristics of a good explanation
and that can be quantitatively tested.

Such an evaluation technique consists on the property of the explanation technique
to produce a continuous explanation function. In particular, what is desirable is to have
the nearly equivalent explanations of two predictions given two data points that are
also nearly equivalent. A way to quantify the explanation continuity is to look for the
strongest variation of the explanation R(x) in the input domain, that is

max
x6=x′

‖R(x)−R (x′)‖1
‖x− x′‖2

(1.12)

Since LRP produces continuous explanations, this metric works well and returns
reliable evaluations of how good the resulting explanation is. The same cannot be said
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about deep Taylor decomposition since it suffers from the problem of shattered gradi-
ents. In the latter, the number of piecewise-linear regions tends to grow with depth,
causing the gradient to become discontinuous and disperse its information content.

Another method to evaluate the explanation obtained is known as pixel-flipping from
(Bach et al., 2015) and (Samek et al., 2017). It quantifies the selectivity of the important
variables by measuring how fast the prediction function f(x) decreases as the features
with the highest relevance scores are progressively removed. This method works well
not only with LRP but also with deep Taylor decomposition since it does not require the
explanation function to be continuous. The algorithm to implement this method for a
deep neural network is described by the following pseudo-code:

Algorithm 1 Pixel-flipping(x)

features← argsort([R1, ..., Rn])
functionvalues← []
patch← m
iterations← n

patch

for i from 1 to iterations do
currentpred← f(x)
functionvalues← functionvalues ∪ currentpred
maxfeatures← features[:patch]
features← features \ maxfeatures

end for
AUC← computeAUC(x, functionvalues)
return AUC

At the end of the algorithm it is possible to make a plot of all the recorded function
values and return the Area Under the Curve (AUC) for said plot. A low AUC score
is found when there is acute decrease in the value of the function f(x). This is an
indication that the correct features were selected as relevant. On the other hand, a high
AUC score indicates a slow decrease in the value of the function f(x) and the selection
of the wrong features as relevant.

1.3 LRP application with a Convolutional Neural Net-
work (CNN)

The application consists in training a Convolutional Neural Network (CNN) in order
to detect the hand-drawn digits in the images of the dataset MNIST. The most relevant
features are going to be extracted from the trained model by implementing the LRP
method as shown in section 1.1.
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1.3.1 Convolutional Neural Network
Before digging into the explainability of the applied method, it is useful to give some
information on its characteristics. First of all, the topology of the trained CNN is sum-
marized in table 1.1. A convolutional layer is applied to the input features in order to
reduce the dimensions of the data. The kernel size of the convolutional layer is 3 × 3,
the stride is 1× 1 and the padding is 1× 1. The dimensions of the output after this first
convolutional layer can be computed as follows

output =
(I −K + 2P )

S
+ 1 (1.13)

where I is the dimension of the input features, K is the kernel size, P is the padding
size, and S is the stride size.

In our case the dimension of the input is [32,1,28,28], which means that the number
of features is equal to 25088 which is given by the product of the dimensions of the
input, that is 32 × 1 × 28 × 28. After applying the formula in 1.13, we find that the
dimension of the output is equal to 28−3+2

1
+ 1 = 28. This means that the dimension

after applying the convolution is the same but distributed over 12 channels instead of
just 1 as in the case of the input.

The next transformation of the input happens in the third layer, where a two-dimensional
Max pooling is applied. The kernel size of the Max pooling is 2 × 2, therefore the di-
mensions of the input are halved to [32, 12, 14, 14], where the first value is the batch
size. Between the first and the second layer a ReLU activation function is applied to the
data, but as it is a linear function it does not change the size of the features.

At the fourth layer is applied a second convolutional layer with the same charac-
teristics of the first one. Applying the formula in 1.13, we get an output size equal to
14−3+2

1
+ 1 = 14, with a number of channels in output equal to 24. Afterwards, another

two-dimensional Max pooling layer is applied, halving the features to [32, 24, 7, 7].
The number of features before applying a linear layer is equal to 24 · 7 · 7 = 1176.

The number of features after the application of a linear layer is equal to 64. Since the
number of objects to be detected and classified is equal to 10, the number features is
going to be reduced from 64 to 10 in the output layer. A dropout layer with probability
p = 0.2 is applied in order to avoid overfitting.
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Layer (Type) Output Shape Param #
Conv2d-1 [-1, 12, 28, 28] 120
ReLU-2 [-1, 12, 28, 28] 0
MaxPool2d-3 [-1, 12, 14, 14] 0
Conv2d-4 [-1, 24, 14, 14] 2,616
ReLU-5 [-1, 24, 14, 14] 0
MaxPool2d-6 [-1, 24, 7, 7] 0
Linear-7 [-1, 64] 75,328
ReLU-8 [-1, 64] 0
Dropout-9 [-1, 64] 0
Linear-10 [-1, 10] 650
Total params: 78,714
Trainable params: 78,714
Non-trainable params: 0
Input size (MB): 0.00
Forward/backward pass size (MB): 0.24
Params size (MB): 0.30
Estimated Total Size (MB): 0.55

Table 1.1: Summary of the CNN architecture obtained by using the package
torchsummary in python.

The loss function used to train the model is Cross Entropy Loss, which is formally
described by the following equation

loss(x, class ) = − log

(
exp(x[ class ])∑

j exp(x[j])

)
= −x[ class ] + log

(∑
j

exp(x[j])

)
(1.14)

The optimizer used to train the CNN is the Stochastic Gradient Descent (SGD)
with a learning rate equal to 0.001. The SGD algorithm is a variation of the Gradient
Descent (GD) algorithm, which is an algorithm used to find the minimum of a given
function by moving along the gradient of the function. The SGD differs from the GD
algorithm in the number of points used for each iteration. In the SGD algorithm the data
points are chosen randomly in order to compute the derivative of the function while in
the GD algorithm all data points are used. Therefore, instead of computing the gradient
of the function on the number of data points times the number of features, the SGD
randomly picks one data point from the whole data set at each iteration. In this way the
computational times are reduced by a large margin while obtaining results close to the
ones that one would obtain by using the GD algorithm.
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Figure 1.2: Relevance of the input features and original images compared for images of
digits from 0 to 3.

Having discussed about the topology and implementation of the CNN, let us see the
results obtained on the validation and test sets. The validation accuracy achieved by this
CNN is equal to 0.968, and the test accuracy is equal to 0.989. The number of samples
for the training set is equal to 10000, while the number of samples for the validation and
test set is equal to 2000.

1.3.2 Explainability of the Convolutional Neural Network
The relevance of the features were computed on the CNN trained model described in
section 1.3.1. The LRP rule used is the LRP − γ on the first seven layers of the CNN
and LRP − 0 for the last three layers. The results obtained can be seen in figures 1.2
and 1.3.

In particular, it is possible to note from the images showing the relevance of the
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Layer (Type) Operations # Complexity
Conv2d-1 27 · 27 · 17 = 12, 393 O(16n)
MaxPool2d-3 4 · 12 · 13 · 13 = 8, 112 O(10n)
Conv2d-4 12 · 13 · 13 · 17 = 34, 476 O(44n)
MaxPool2d-6 4 · 24 · 13 · 13 = 16, 224 O(21n)
Linear-7 24 · 7 · 7 · 64 = 75, 264 O(96n)
Linear-10 64 · 10 = 640 O(n)
Total operations ' 147,392
O(n784x=147392) = O(n1.7857)

Table 1.2: Summary of the operations needed to compute the predicted class of an image
with the CNN architecture of table 1.1.

input features in figure 1.2, that the most relevant features are the ones that characterize
the shape of the digit. The inhibitory effects are not much relevant in any of the cases
and tend to focus on the edges of the shapes of the digits.

The same can be said about the images of the digits in figure 1.3. In fact, also in this
case there is a dominance of positive values of relevance in the input features, while the
negative values tend to distribute on the edges of the digit. The image representing the
digit 7 could be the exception given a slightly noisier distribution of the relevance in the
input features.

From these images it could be safe to assume that it was possible to identify the
features that best characterize the results obtained using the CNN. To be sure about
these results and their reliability, an implementation of the pixel-flipping algorithm in
section 1.2. The algorithm iterates n

m
times where n is the number of input features and

m is the number of pixels that are removed, that is set to zero, from the image at each
iteration. A new classification of the image is performed at each iteration on the new
image without the features with the highest absolute relevance at the previous step.

The time complexity of the algorithm is O( n
m
n1.7857) where O(n1.7857) is the time

complexity of the CNN shown in table 1.1. More in general, the time complexity of
the CNN is given by the sum of the operations through all the layers of the architecture.
Therefore, it can more generally noted for this particular architecture as

O

(
2∑
i=1

(Imi
−K) · (2K2 − 1) · (2K2 − 1) +

3∑
i=2

K2mi +
5∑
i=3

mimi+1

)
(1.15)

where Imi
is the dimension of the image at layer i,K is the kernel size at the convolu-

tional and pooling layers, and the subsequent mi are the number of features in the linear
layers. In the computation of the complexity the activation functions and the Dropout
layer were not taken into account. The number of operations, and how they were com-
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Figure 1.3: Relevance of the input features and original images compared for images of
digits from 4 to 9.
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Figure 1.4: Classification of images of 0 digits and relevance of the input features com-
pared to original images after removing 4, 48, 92 and 136 most relevant features.

puted, for each layer considered in the computation of the complexity is shown in table
1.2.

The dimensions of the input image are (1, 28, 28). Therefore, for the computations
at the convolutional layers, given a kernel of size 3 × 3 with stride and padding both
equal to 1, we have 9 + 8 = 17 (9 multiplications, one for each element of the kernel,
and 8 summations) operations for each kernel repeated over 27 rows and columns (since
the kernel is of size 3× 3 and the padding is equal to 1, we have 29− (3− 1) rows and
columns to visit with the kernel). For what regards pooling layers, the computations are
similar to the convolutional layers, but with kernel of size 2× 2 and without stride and
padding. For the linear layers, we have to consider the number of neurons at layer m
and the number of neurons at the subsequent layer m + 1. The number of operations
will be equal to the product of these two values m · (m+ 1).

The results obtained with the pixel-flipping algorithm are shown in figure 1.4 for
images of class 0. The features are ‘removed’ from the image by setting their pixel value
to 0. It is easy to notice that the removal of the most relevant features measured with the
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Figure 1.5: Mean prediction function value against the number of features removed
from the image

LRP influences the classification. This would not happen if the features identified with
the LRP method were not the most relevant. To better visualize this progression, it is
useful to see how the prediction values of the CNN change as the most relevant features
are removed.

In figure 1.5 the mean prediction values of the CNN are plotted against the number
of features removed at each iteration of the pixel-flipping algorithm. The predictions
tend to be less and less accurate as the most relevant features are removed from the
image. The sharp drop in the mean of the predictions points out that the effectively the
most relevant features were correctly identified.

To have a quantification of this result, measures of accuracy were computed such as
the recall and the F1 score, since this example takes into account only one image. The
recall and the F1 score are computed as follows

Recall =
tp

tp+ fn
(1.16)

F1score = 2
precision · recall
precision+ recall

(1.17)

where tp stands for true positives and represents the sample data that was correctly
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Figure 1.6: Mean prediction function value against the number of features removed
from the image

classified, and fn stands for false negatives and represents the sample data that was
incorrectly not classified as our class. The precision is similar to the recall as it is
computed as follows

Precision =
tp

tp+ fp
(1.18)

where fp stands for false positives and represents the sample data that was classi-
fied incorrectly as belonging to our class. The F1 score metric in this case is always
going to be higher than the recall since we are considering a one-class classification and
therefore is not considered in this analysis. It is still computed as reference in case one
is interested to verify these results over images of multiple classes.

Given this observation on the F1 score, let us focus on the recall. The higher the
number of fn, the lower the recall will be. In the case of figure 1.5, the recall is equal
to 0.026, which means that, as the most relevant features are removed, the resulting
classification of the image sensibly worsen. Therefore, it could be possible to say that a
low recall is a signal of a correct identification of the most relevant features.
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Figure 1.7: Classification of images of 2 digits and relevance of the input features com-
pared to original images after removing 4, 48, 92 and 136 most relevant features.

An example of the opposite is shown in figure 1.6 for the classification of images
belonging to the class 2. The figure shows the same sharp drop in the prediction val-
ues as the number of removed features increases, but in this case the features removed
seemed to not be as relevant as in previous cases, leading to a recall higher than the one
it would be expected. This does not necessarily mean that the with the LRP method
it was not possible to correctly identify the most relevant features, but that these fea-
tures, even though are the most relevant, likely did not play an important role for the
classification. In figure 1.7 are shown the images at different steps of the pixel-flipping
algorithm. Supposedly, the classification of the image is correct even when there are
only the features on the edge of the digit. Therefore, the recall can be used to get an
additional insight on whether the features identified are the most relevant to the correct
classification of the input, but it is not a reliable metric to use in order to objectively
state that the most relevant features are correctly identified.

In figure 1.8 are shown the most relevant features over all the images of class 0. It
can be noted that the most often relevant features are close to each other. This is easily
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Figure 1.8: Bar plot showing the number of times each feature is among the four most
relevant in the images for class 0.

Figure 1.9: Distribution of the most relevant features at the input.
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explainable by how the CNN works. The aggregation of features in the convolutional
layer contributes to the redistribution of the relevance to those features that are close to
each other. This is confirmed by the distribution of the most relevant features in figure
1.9.

These results allow to understand what determines the output of an algorithm, in
this case in particular of the CNN, that can be complex to explain or interpret easily,
especially to the general public. This is a crucial point when deploying a method or an
application with the use of a complex model such as those that that come from deep
learning.

In the next section, the same methods applied to the CNN for explainability are
going to be extended to Graph Convolutional Neural Networks. Before doing so, a
general introduction to the model is necessary in order to interpret it.



Chapter 2

EXPLAINABILITY OF GRAPH
CONVOLUTIONAL NEURAL
NETWORKS

The main difference between CNN and Graph Convolutional Networks (GCNNs) is the
input data. The required input for CNNs is a fixed size vector or a matrix. Certain type
of data, however, is naturally represented by graphs; molecules, citation networks, or
social media connections, but also in images one can find a graph to be representative
of objects that are depicted in them. An example of such an application with images is
given in (Liang et al., 2016), where a Graph LSTM was used in order to parse an object
into multiple parts with different semantic meanings.

In the past, when GNNs were not as popular as they are now. Graph data was often
transformed in such a way that it could be directly provided to CNNs as an input. This
is an approach useful in order to be able to use CNNs even on graphs, but it leads to an
information loss. Graph Neural Networks (GNNs) leverage graph data which gets rid
of the data preprocessing step and fully utilize the information contained in the data.

The goal of GCNNs is to learn a function of signals/features on a graph G = (V,E),
which takes as input a feature description xi for every node i in G, that is summarized
by a feature metrix X of dimensionality N ×D, where N is the cardinality of the nodes
of G, that is |V | = N , and D is the number of input features. The other input taken
from GCNNs is a description of the graph structure, typically represented through the
adjacency matrix, or a function thereof. The input data described so far can be visualized
in figure 2.1.

The produced node-level output Z is going to be a N × F feature matrix, where F
is the number of output features per node. Also in this case, pooling operations can be
used in order to model the output at a given graph-level. A hidden layer in GCNN can
thus be written as H i = f(H i−1, A), where H0 will be equal to the input feature matrix
X , H i is the generic ith hidden layer, H i−1 is the hidden layer preceding the ith hidden

20
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Figure 2.1: Example of the input data taken from a GCNN and the adjacency matrix A
associated to the graph.

layer, f is a propagation function, and A is the adjacency matrix associated to a graph
G. Therefore, each hidden layer H i corresponds to a N ×F i feature matrix where each
row is a feature representation of a node. At each layer, these features are aggregated
to form the next layer’s features using the propagation rule f. In this way, features
become increasingly more abstract at each consecutive layer. The specific models will
then differ from this variant in the choice of the propagation rule f applied.

Let us consider, as an example, the following layer-wise propagation rule

f
(
H(i), A

)
= σ

(
AH(i)W (i)

)
(2.1)

where W i is a weight matrix for the ith layer of the neural network and σ is a non-
linear activation function like the ReLU. This is the description of a simple GCNN
model. There are two main limitations to it:

– multiplication with the adjacency matrix A means that, for every node, all the
feature vectors of all neighboring nodes are summed up but not the node itself;

– the second major limitation is that the adjacency matrixA is typically not normal-
ized and therefore the multiplication with A will completely change the scale of
the feature vectors (we can understand that by looking at the eigenvalues of A).

To solve the first problem, it is possible to enforce self-loops in the graph. To do
so we can simply add the identity matrix to A. To fix the second problem, we need to
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normalize A, that means that all the rows of A must sum to one. The normalization
can be obtained by multiplying A to the inverse of the diagonal node degree matrix D,
that is D−1A solves the second problem cited above for A. Multiplying with D1A now
corresponds to taking the average of neighboring node features. In practice, dynamics
get more interesting when we use a symmetric normalization, such as D

1
2AD

1
2 (as this

no longer amounts to mere averaging of neighboring nodes).
Combining these two solutions to the problems stated above, we get the following

propagation rule

f
(
H(i), A

)
= σ

(
D̂−

1
2 ÂD̂−

1
2H(i)W (i)

)
(2.2)

with Â = A+ λI , where I is the identity matrix and D̂ is the diagonal node degree
matrix of Â.

After this brief introduction, in the next section we are going to look at the current
methods used in the explainability of the GCNNs and what are the current problems in
the field regarding them. We are going to focus on some other well-known explainability
methods for CNNs that were also used in explaining GCNNs, as shown in (Pope et al.,
2019).

2.1 Analysis of the explainability methods for GCNNs
As the use of GCNNs growth, it comes the need to work on their explainability. Ex-
plainability can be particularly helpful for graphs, even more than for images, because
non-expert humans cannot intuitively determine the relevant context within a graph, for
example, when identifying groups of atoms (a sub-graph structure on a molecular graph)
that contribute to a particular property of a molecule.

The main reason for the recent success in computer vision comes from CNNs, as
it was hinted in 1 and in the introduction. State-of-the-art performances on several
computer vision tasks are obtained thanks to CNNs, such as object detection, object
recognition, image classification and so on. CNNs are powerful data-driven tools for
learning from a large corpus of visual data, such as images. At the same time, the
end-to-end learning process of CNNs is hinders the explainability and interpretability
of decisions made by using them.

As noted in section 1.3.2, CNNs are designed for grid structured data, e.g. images, in
Euclidean spaces, as convolution is an operation defined on Euclidean space for inputs
with ordered elements. This led to the use of GCNNs as an extension of CNNs to non-
Euclidean spaces. Such non-Euclidean spaces appear in various applications including
scene graph analysis, 3D-shape analysis, social networks and chemistry. Since GCNNs
are an extension of CNNs, then we could think to extend the same methods used to
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interpret CNNs to the GCNNs. In fact, we are going to look at some common explain-
ability methods originally designed for CNNs, but not explored in 1. These methods are
gradient-based saliency maps, Class Activation Mapping (CAM), and Excitation Back-
propagation (EB). After having explored each of these methods, we are going to extend
them to GCNNs.

2.1.1 Contrastive gradient-based saliency maps
This is perhaps the most straight-forward and well-established approach. In this ap-
proach, one simply differentiates the output of the model with respect to the model
input, thus creating a heat-map, where the norm of the gradient over input variables
indicates their relative importance. The resulting gradient in the input space points in
the direction corresponding to the maximum positive rate of change in the model out-
put. Therefore, the negative values in the gradient are discarded to only retain the parts
of input that positively contribute to the solution. This is described by the following
formula:

LcGradient =

∥∥∥∥ReLU(∂yc∂x

)∥∥∥∥ (2.3)

where yc is the score for class c before the softmax layer, and x is the input. While
easy to compute and interpret, saliency maps generally perform worse than newer tech-
niques (like CAM, Grad-CAM, and EB), and it was recently argued that saliency maps
tend to represent noise rather than signal, as it was demonstrated in (Kindermans et al.,
2017), since some saliency methods, as this one, do not satisfy the input invariance
property when considering a simple mean shift in the input. This means that a transfor-
mation performed on the input data can cause this method to incorrectly attribute. This
makes the method unreliable since it could likely lead to misleading and inaccurate
attributions.

An example of the application of saliency maps is given in figure 2.2, from (Si-
monyan et al., 2013). In figure are shown the highest-scoring class with their corre-
sponding saliency maps on randomly selected ILSVRC-2013 test set images. The class
predictions are computed on 10 cropped and reflected sub-images, the saliency maps
are computed on the 10 sub-images, and then averaged.

2.1.2 Class Activation Mapping
An improvement upon saliency maps is a method called Class Activation Mapping
(CAM). It identifies important, class-specific features at the last convolutional layer
as opposed to the input space. It is well-known that such features tend to be more se-
mantically meaningful (e.g., faces instead of edges). The downside of CAM is that it
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Figure 2.2: Saliency maps for the top-1 predicted class in ILSVRC-2013 test images. In
figure are shown specific images and the corresponding maps extracted using a single
back-propagation pass through a classification CNN.

requires the layer immediately before the softmax classifier (output layer) to be a convo-
lutional layer followed by a global average pooling (GAP) layer. This precludes the use
of more complex, heterogeneous networks, such as those that incorporate several fully
connected layers before the softmax layer. To derive the formula to compute CAM, let
Fk ∈ Ru×v be the kth feature map of the convolutional layer preceding the softmax
layer, where u and v are the dimension of the image at this layer. Let the GAP of Fk be

ek =
1

Z

∑
i

∑
j

Fk,i,j (2.4)

where Z = uv. From equation 2.4, a given class score yc can be defined as

yc =
∑
k

wckek (2.5)

where the weights wck are learned based on the input-output behavior of the net-
work. The weight wck encodes the importance of feature k for predicting class c. We



CHAPTER 2. EXPLAINABILITY OF GCNN 25

then proceed to upscale each feature map to the size of the input images, this action is
performed in order to undo the effect of pooling layers, then the class-specific heat-map
in the pixel-space becomes

LcCAM [i, j] = ReLU

(∑
k

wckFk,i,j

)
(2.6)

which is the formula derived in order to compute the CAM.
This method was further improved by relaxing the architectural restriction that the

penultimate layer must be a convolutional one. This is achieved by using feature map
weights αck that are based on back-propagated gradients. Specifically, Grad-CAM de-
fines the weights according to the following

αck =
1

Z

∑
i

∑
j

∂yc

∂Fk,i,j
(2.7)

Following the intuition behind the equation 2.6 derived for CAM and combining it
with the new weights defined for Grad-CAM, the heat-map in the pixel-space according
to Grad-CAM is computed as

LcG rad−CAM [i, j] = ReLU

(∑
k

αckFk,i,j

)
(2.8)

where the ReLU function ensures that only features that have a positive influence on
the class prediction are nonzero.

An overview of how Grad-CAM works is given in figure 2.3 from (Selvaraju et al.,
2020). The image shows all the process of an image of a specific class given in input to
classification CNN and how the Grad-Cam algorithms attributes to the input features an
importance based on how much they contributed to that particular decision.

2.1.3 Excitation Backpropagation
Compared to the methods in sections 2.1.1 and 2.1.2, the Excitation Backpropagation
(EB) method is simpler, intuitive and empirically effective. As previously noted, in
(Samek et al., 2017) it is argued and demonstrated experimentally that explainability
approaches such as EB, which ignore nonlinearities in the backward-pass through the
network, are able to generate heat-maps that are able to preserve evidence for or against
a network predicting any particular class. Let ali be the ith neuron in layer l of a neural
network and a(l−1)j be a neuron in layer (l − 1) on the activation yli ∈ R of neuron ali,
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Figure 2.3: Overview of how Grad-CAM works from (Selvaraju et al., 2020): given an
image and a class of interest, for example here the image of a cat, as input, the image is
forward propagated through the CNN part of the model and then through task-specific
computations to obtain a raw score for the category. The gradients are set to zero for all
classes except the desired class (in this case the possible classes were tiger or cat), which
is set to 1. This signal is then backpropagated to the rectified convolutional feature maps
of interest, which are then combined to compute the coarse Grad-CAM localization
(blue heatmap) which represents where the model has to look to make the particular
decision. Finally, the heatmap with guided backpropagation is pointwise multiplied
to get Guided Grad-CAM visualizations which are both high-resolution and concept-
specific.
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where yli = σ
(∑

jiW
l−1
ji y

(l−1)
j

)
and for W (l−1) being the synaptic weights between

layers (l− 1) and l, as a probability distribution P (a(l−1)j ) over neurons in layer (l− 1).
It is possible to factor this probability distribution as follows

P
(
a
(l−1)
j

)
=
∑
i

P
(
a
(l−1)
j | ali

)
P
(
ali
)

(2.9)

From (Zhang et al., 2016) is defined the conditional probability P
(
a
(l−1)
j | ali

)
as

follows

P
(
a
(l−1)
j | ali

)
=

{
Z

(l−1)
i y

(l−1)
j W

(l−1)
ji if W (l−1)

ji ≥ 0

0 otherwise
(2.10)

where

Z
(l−1)
i =

(∑
j

y
(l−1)
j W

(l−1)
ji

)−1
(2.11)

is a normalization factor such that the sum over j neurons is equal to 1, that is the
following equality is verified

∑
j

P
(
a
(l−1)
j | ali

)
= 1 (2.12)

For a given input (in our case an image), EB generates a heat-map in the pixel-space
with respect to a given class c by starting with P (aLi = c) = 1 at the output layer and
applying equation 2.9 recursively.

A visualization of the excitation backpropagation results is shown in figure 2.4 from
(Zhang et al., 2016). The classifier used in this example is trained to predict∼ 18K tags
using only weakly labeled web images. Visualizing the classifier’s top-down attention
can also help interpret what has been learned by the classifier. For the class couple, it
is possible to tell that the classifier uses the two adults in the image as the evidence,
while for father, it mostly concentrates on the child. This indicates that the classifier’s
understanding of father may strongly relate to the presence of a child.

These reviewed explainability methods were originally designed for CNNs, which
are defined for signals on a uniform square grid. In this section, we are interested in
signals supported on non-Euclidean structures, such as graphs. In the following section,
these methods are going to be extended to GCNNs. For intuition, it is noted that images
may be conceptualized as lattice-shaped graphs with pixel values as node feature. In
this sense, GCNNs generalize CNNs to accommodate arbitrary connectivity between
nodes.
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Figure 2.4: Visual results for different inputs of excitation backpropagation from (Zhang
et al., 2016). The results show a good consistency in identifying the most relevant input
features at varying classes.

2.1.4 Extension to GCNNs
In the previous subsections have been described some commonly used methods to in-
terpret the prediction results from CNNs. In this subsection, these methods are going to
be extended in order to interpret GCNNs.

Let the kth graph convolutional feature map at layer l be defined as follows

F l
k(X,A) = σ

(
V F (l−1)(X,A)W l

k

)
(2.13)

where W l
k denotes the kth column of matrix W l and V = D̃−

1
2 ÃD̃−

1
2 , similarly to

what was done for equation 2.10. In equation 2.13, with the notation used, for node n,
the kth feature at the lth layer is denoted as F l

k,n. This means that the GAP, in equation
2.4, feature after the final convolutional layer, L, can be computed as follows

ek =
1

N

N∑
n=1

FL
k,n(X,A) (2.14)

while the class score, previously computed as in equation 2.5, is exactly the same,
that is yc =

∑
k w

c
kek. Using the notations so far described, it now possible to extend

the explainability methods of previous sections to GCNNs.
For Gradient-based heatmaps over nodes n, the method is extended to GCNNs as

follows

LcGradient [n] =

∥∥∥∥ReLU( ∂yc

∂Xn

)∥∥∥∥ (2.15)

For the CAM heatmaps, the extension to GCNNs in order to calculate the heatmaps
is as follows
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LcCAM [n] = ReLU

(∑
k

wckF
L
k,n(X,A)

))
(2.16)

For Grad-CAM’s class specific weights for class c at layer l and for feature k are
calculated by

αl,ck =
1

N

N∑
n=1

∂yc

∂F l
k,n

(2.17)

and the heat-map calculated from layer l is

LcGrad-CAM [l, n] = ReLU

(∑
k

αl,ck F
l
k,n(X,A)

)
(2.18)

Grad-CAM is able to generate heat-maps with respect to different layers of the net-
work.

In order to compute EB’s heatmap for GCNNs, we consider a network composed
by a softmax classifier, a GAP layer, and several graph convolutional layers. The EB’s
heatmap will be computed via backward passes through these layers. The equations for
the softmax classifier and the GAP layer are as follows

 p (ek) =
∑

c

ek ReLU(wc
k)∑

k ek ReLU(wc
k)
p(c) Softmax

p
(
FL
k,n

)
=

FL
k,n

Nek
p (ek) GAP

(2.19)

where the probability of class c is equal to 1, that is p(c) = 1, and the probability
of the other classes is equal to zero. With regards to the backward passes for the graph
convolutional layers, given their complexity, it is necessary to simplify the notation by
decomposing a graph convolutional operator into the following equations

{
F̂ l
k,n =

∑
m Vn,mF

l
k,m

F
(l+1)
k′,n = σ

(∑
k′ F̂

l
k,nW

l
k,k′

) (2.20)

and the corresponding backward passes for these two functions can be defined as
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p
(
F l
k,n

)
=
∑

m

Vn,mF l
k,n∑

n Vn,mF l
k,m
p
(
F̂ l
k,m

)
p
(
F̂ l
k,n

)
=
∑

k′
F̂ l
k,nReLU

(
W l

k,k′

)
∑

k F̂
l
k,n ReLU

(
W l

k,k′

)p(F (l+1)
k′,n

) (2.21)

The heatmap is generated over the input layer by recursively backpropagating through
the network and averaging the backpropagated probability heat-maps on the input. For-
mally

LcEB[n] =
1

din

din∑
k=1

p
(
F 0
k,n

)
(2.22)

This last method concludes the extension of CNNs explainability methods to GC-
NNs. Even though only recently the GCNNs have been growing in use. For instance, in
(Nassar et al., 2020) GCNNs are used in order to detect static urban objects from mul-
tiple views, re-identify instances, and assign a geographic position per object. GCNNs
in this case are used as an alternative to CNNs. This is only an example, but this is also
why was necessary, and it will still be necessary, to work on the explainability of this
algorithm.

In the next chapter we are going to discuss about the ethical aspects of interpretabil-
ity in machine learning from a broader point of view, not specifically restricted to com-
puter vision applications, but with some examples within this field.
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ETHICS OF INTERPRETABILITY

In the application developed in section 1.1, the most relevant features of the CNN model
were identified and analysed in order to understand how the predictions of the model
were decided. In the introduction the interpretability was defined as the translation of
abstract concepts into a human understandable domain (e.g. images or texts), while the
explainability was defined as the recognition of the set of features of the interpretable
domain that contributed to produce the output results. Images are easily interpretable
and therefore to the models examined was added the explainability other than their trans-
parency, that is their architectures, complexity and algorithms. In the next section some
real-world cases are given as an example of how Machine Learning (ML) models, with-
out a good interpretability analysis behind them, could lead to cases of discrimination.

3.1 The role of interpretability in real-world ML appli-
cations

Why all of this is needed for these models? Would it be possible to trust the results as
we get them? Before ML, all decision-making tasks were performed by a human and if
a decision was not clear, for instance the denial of a loan, the customer would just ask
the human agent for the reason. In the case of a ML model making that same decision,
how would one go to explain what happened? Let us consider a supervised model. In
this case the model is fed with some data related to the characteristics of the clients and
some labels to identify them as good or bad in terms of several attributes. Once the
decision is made out of the box that is the model, how do you explain the reason behind
that decision? In the case of images we identified the pixels that represented the objects
that we were trying to detect (section 1.1), and the same could be done in this setting.
This is why adding explainability to models, especially complex ones such as neural
networks, is fundamental for the future when most decision will probably be made by
some algorithms.

31
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This is even more important considering that the decision made by these models
could very well depend on some discriminatory characteristics such as race or gender.
This task is known as profiling and is defined by the European Union as follows

any form of automated processing of personal data consisting of the use
of personal data to evaluate certain personal aspects relating to a natural
person, in particular to analyse or predict aspects concerning that natural
person’s performance at work, economic situation, health, personal prefer-
ences, interests, reliability, behaviour, location or movements

From this definition, it is possible to identify three main characteristics of profiling:

• It must be a form of automated processing;

• It consists of the use of personal data;

• It consists in evaluating certain personal aspects relating to a natural person.

We can distinguish two categories of discrimination: direct discrimination and in-
direct discrimination. The first one refers to the use of categories of data directly asso-
ciated with aspects of identity recognised as a factor in discrimination; the second one,
instead, refers to the use of categories of data that can be statistically correlated with
one of the aspects of identity recognised as a factor in discrimination. In the case of
ML, the cases are of indirect discrimination.

A very well-known case of discrimination pursued by a model is the famous COM-
PAS (Correctional Offender Management Profiling for Alternative Sanctions) case.

3.1.1 The COMPAS case as an example of ML discrimination
The COMPAS case regards the racial discriminations based derived from the use of ma-
chine learning tool. In fact, COMPAS is an assistive software and support tool used to
predict recidivism risk, that is the risk that a criminal defendant will re-offend. COM-
PAS has been in many jurisdicions around the U.S. to predict if a convicted criminal is
likely to re-offend. COMPAS provides a score from 1 (being lowest risk) to 10 (being
highest risk) to a criminal defendant. It also provides a category based evaluation la-
beled as high risk of recidivism, medium risk of recidivism, or low risk of recidivism.
The input used for prediction of recidivism is wide-scale and uses 137 factors including
age, gender, and criminal history of the defendant as the input, and race is not an explicit
feature considered by the model.

For machine learning models to provide accuracy without bias it is imperative that
the data on which the algorithm works upon is clean and without any pre-defined incli-
nation towards a particular data.
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As we saw in chapter 1, little changes in the data can cause very different outputs
from the model. That is why we need to understand how the output was generated by
the algorithm. In the case of images of digits, the mistake the algorithm makes is to
confound a digit with another. But in other cases, one could very well have to detect
people and make predictions based on the characteristics of the person detected in the
image. In this case, a classification could be biased towards a certain class for a specific
class of people since it could be misrepresented in the data, which means that trained
classes were not balanced enough.

There are various examples in literature regarding racial discrimination in risk as-
sessment algorithms, where the accusation that the output of the algorithm is discrim-
inatory is not confirmed by a more thorough analysis of the software. In (Skeem et
al., 2016) there is a counter example of a tool that might be accused of being biased
and producing results that could lead to racial discrimination, but instead showing that
the scores produced were based on valid attributes and were not dependant on the bias
present in the model. In the research was examined data about 34000 federal offenders
to test the predictive validity of the Post Conviction Risk Assessment (PCRA) tool that
was developed by the federal courts to help probation and parole officers determine the
level of supervision required for an inmate upon release. The analysis was based on
a sample of 34794 federal offenders to empirically examine the existing relationships
among three attributes: race, actual risk assessment and re-arrest. The results showed
that Black offenders obtain on average a higher score on the PCRA with respect to
White offenders, but this higher score did not result from bias in the tool used. In fact,
the results obtained from the tool were mostly attributable to criminal history, rather
than being guided by the race of the offenders.

In order to avoid such issues, one has to make sure that a model works equally well
for the different groups present in the data, and this case in particular for different groups
of people. There are several ways to improve on this aspect depending on the problem
at hand. Imbalanced groups in particular can be dealt with in several ways. It is possible
to use different evaluation metrics, such as

• Precision
Specificity for how many instances selected were in fact relevant;

• F1 score, which is an harmonic mean of precision and recall, as already described
in chapter 1;

• Recall
Sensitivity for how many relevant instances were selected;

• Matthews correlation coefficient (MCC), which is a correlation coefficient be-
tween the observed and predicted binary classifications. The formula for the MCC
was originally proposed in (Matthews, 1975) and it is formally showed as follows



CHAPTER 3. ETHICS OF INTERPRETABILITY 34

N = TN + TP + FN + FP (3.1)

S =
TP + FN

N
(3.2)

P =
TP + FP

N
(3.3)

MCC =
TP/N − S × P√
PS(1− S)(1− P )

(3.4)

where FN = FP = 0, the MCC is equal to 1. In this scenario N = TN + TP ,
S = TP

N
, P = TP

N
, (1− P ) = (1− S) = 1− TP

N
= TN

N
and the MCC equality to

1 would result as follows

MCC =
TP
N
−
(
TP
N

)2√(
TP
N

)2
(TN
N
)(TN

N
)

(3.5)

=
TP
N

(
1− TP

N

)
TP
N

TN
N

(3.6)

=
1− TP

N
TN
N

(3.7)

=
TN
N
TN
N

(3.8)

= 1 (3.9)

This results indicates perfect correlation and, conversely, when TP = TN = 0,
the value of the MCC, as easily deducible from equation 3.5, is equal to −1,
representing perfect negative correlation. This shows that the MCC metric varies
in the range [−1, 1] and that it is symmetric, giving the same importance to all the
classes;

• AUC, which shows the relation between true-positive rate and false positive rate,
as described in the pixel-flipping algorithm in chapter 1 section 1.2.

Another way to deal with imbalanced groups would be to resample the training
data. In this case there are two possible approaches to make a dataset balanced out of
an imbalanced one:
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• Under-sampling: this can be used when there is sufficient data, so that it would be
possible to reduce the size of the abundant class by randomly selecting a number
of samples such as the size of the abundant class is equal to the number of samples
in the rarer class. If the data is not sufficient, it would not be possible to use such
an approach, since it could reduce the data at a point where any analysis would
not produce relevant results;

• Over-sampling: to deal with insufficient data, it is possible to use this approach
instead of the other one. In this case the rarer class is increased in size by gener-
ating new samples with techniques such as repetition, bootstrapping (Efron et al.,
1993) and SMOTE (Chawla et al., 2002).

And there are many other methods to deal with this problem. The main issue with
all these solutions is that there is no right answer. You could have solved the problem
at a glance, but there is no certainty that the model will not be defective when used on
real world data. This is where a study of fairness could be effective to understand if the
model built is fair with respect to the groups that is trying to classify.

3.1.2 A philosophical point of view
So far we have used the definitions of interpretability, explainability and trasparency
given in the introduction. There is a dispute and a lot of misunderstanding regarding the
meaning of the term ‘interpretability’ and if it is actually a synonymous of the term ‘ex-
plainability’ and also of the term ‘understandability’. On this topic several philosophers
argued the meaning of the term ‘interpretability’ and its usefulness. In (Erasmus et al.,
2020) are summarized some views about the issue. There is certainly a discordance in
what the term means and how it should be used in the analysis of ML, and in particular
in the analysis of ANNs.

From what has been analyzed so far regarding the interpretability of Deep Learning
models for computer vision, it is possible to safely say that ANNs are as explainable
as any other model. This disentangles the accuracy-explainability trade-off problem
that was introduced in the introduction and in chapter 1. This also allows to deflate the
relationship between accuracy and trust, that is in the difficulty to trust a model with a
high accuracy that is not easily comprehensible in the output that it produces. Assuming
that adding explainability to the model is sufficient to improve the trust towards it, then
there is no problem in using more complex models such as ANNs, since they are as
explainable as simpler ones.

The question to ask at this point is: how do we know that a model is interpretable?
The answer to this question is provided in (Erasmus et al., 2020), which states

ways to convert explanations that are not understood into those that are
more understandable in a user-relative way
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This can be achieved by applying to the application at hand the steps that were
applied in chapter 1, that is:

• to identify the most relevant features with respect to the output of the model for a
particular input;

• to explain the algorithm in all its parts and its complexities;

• to visualize and simply explain how a result is achieved.

A greater importance should also be put in the visualization of the results obtained.
Well-thought and executed figures of the steps and results of an algorithm are very useful
not only as a confirmation of the pursued analysis, but also as an explainability tool for
the reader of the article or the user of a particular application.

Following these principles, it should be possible to move towards the use of more
complex models, such as ANNs, while being able to achieve a wide understandability
of these models by adding simplifications in the form of interpretability methods and
related good practices.



Conclusions

The field of ML interpretability is a new exciting field that is growing due to the need
for a better understandability of the more complex models used both in research and
in the industry. As it was analyzed in chapter 1, there are methods that can be used to
find the most relevant features with respect to the output of a ANN. In the application
of one of these methods, the LRP, it was possible to appreciate that the visualization of
the most relevant features was helpful in order to understand how the importance was
redistributed from the output to the input image. This allows to better comprehend to
what features the algorithm gives the most importance. This makes it more predictable
and easier to grasp and understand even for the general public and non-experts.

One downside regards the evaluation of these techniques. While the visualization of
the results is powerful in showing how the algorithm generated the output corresponding
to that particular input, it does not return an objective evaluation of the method. Future
work could focus on improving how we evaluate explanations and their end usefulness
to human users and overseers. In addition to this, the implementation of these inter-
pretability methods adds complexity to the algorithm, adding a performance penalty on
the task. This is an open issue since it would require an incentive to use these methods
despite their added computational cost.

Another open issue regards the rise of new models and the need to extend current
existing methods to work with them. Nevertheless, the best practices to make a model
interpretable are still valid for all existing models, validating once more how the use of
complex models is viable despite their greater complexity.

Countries and institutions will need to closely follow the progress made in the ML
field. An increased incentive in the interpretability of these models could help to in-
crease the trust of the general public towards them, and lead to a greater and healthier
use of these models in the industry.
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